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Abstract: In this paper, a new method is proposed to detect traffic regulations at intersections
using GPS traces. The knowledge of traffic rules for regulated locations can help various location-
based applications in the context of Smart Cities, such as the accurate estimation of travel time
and fuel consumption from a starting point to a destination. Traffic regulations as map features,
however, are surprisingly still largely absent from maps, although they do affect traffic flow which,
in turn, affects vehicle idling time at intersections, fuel consumption, CO, emissions, and arrival
time. In addition, mapping them using surveying equipment is costly and any update process has
severe time constraints. This fact is precisely the motivation for this study. Therefore, its objective
is to propose an automatic, fast, scalable, and inexpensive way to identify the type of intersection
control (e.g., traffic lights, stop signs). A new method based on summarizing the collective behavior
of vehicle crossing intersections is proposed. A modification of a well-known clustering algorithm is
used to detect stopping and deceleration episodes. These episodes are then used to categorize vehicle
crossing of intersections into four possible traffic categories (p1: free flow, p2: deceleration without
stopping events, p3: only one stopping event, p4: more than one stopping event). The percentages of
crossings of each class per intersection arm, together with other speed/stop/deceleration features,
extracted from trajectories, are then used as features to classify the intersection arms according to their
traffic control type (dynamic model). The classification results of the dynamic model are compared
with those of the static model, where the classification features are extracted from OpenStreetMap.
Finally, a hybrid model is also tested, where a combination of dynamic and static features is used,
which outperforms the other two models. For each of the three models, two variants of the feature
vector are tested: one where only features associated with a single intersection arm are used (one-arm
model) and another where features also from neighboring intersection arms of the same intersection
are used to classify an arm (all-arm model). The methodology was tested on three datasets and the
results show that all-arm models perform better than single-arm models with an accuracy of 95%
to 97%.

Keywords: traffic-rules; traffic-regulations; crowdsourcing; GPS-trace; trajectories; classification;
movement patterns; clustering; collective-behavior; smart city

1. Introduction

The idea of creating and sharing geographic information through individuals is not
new. Individuals acting as sensors of their environment have been described as citizens as
sensors [1], who can collect various kinds of data or share information from the environment
they are in, such as photos, news, noise, speed measurements, air pollution data, etc.
Since these data are combined with the geographical location from which they are taken,
interesting information about a particular phenomenon in these locations for a given time
or a given period of time can be estimated, e.g., the noise level of a place, the speed limit of
a road, etc.
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The widespread use of modern mobile devices has opened up new possibilities for
spatial crowdsourcing (SC), a term that describes “the potential of the crowd to perform real-
world tasks with strong spatial nature that are not supported by conventional crowdsourc-
ing (CC) techniques” [2]. CC techniques lack the spatial element and focus on transactions
conducted entirely over the Internet. In contrast, SC requires a physical on-site presence
and such information is collected either opportunistically or with active participation, an
approach which has increasing potential [3].

Some examples of leveraging data collected from individuals include automatic detec-
tion of road network changes and map updates using GPS trajectory data [4,5], pothole
detection using a crowd-sourced vehicle sensor data [6], estimation of road roughness
from crowd-sourced bicycle acceleration measurements [7], and inferring the traffic state of
roads by analysing the aggregated acoustic signal collected from the microphone sensor
of the user’s smartphone [8]. Predictions of phenomena, such as earthquakes (earthquake
early warning), which until recently required special equipment, can now be implemented
using common consumer devices, such as smartphones with low-cost sensors [9]. Another
crowdsourcing-based service for citizens of large cities is information about the existence
of vacant parking spaces near a destination [10]. Finally, crowdsourcing social media can
also increase our understanding of human dynamics and spatio-temporal characteristics of
cities and convey information about cities [11].

Other location-based applications that promise to make our everyday life much easier
are the accurate estimation of the travel time from a starting point to a destination [12],
the elimination of false warnings in the advanced driver assistance systems offered by
modern vehicles [13] and the ambient sensing of autonomous vehicles, where traffic-related
risks can be anticipated and driving actions can be planned accordingly [14]. Furthermore,
traffic regulators, such as traffic signals, significantly affect the traffic flow at intersections,
which, in turn, influence the fuel consumption and air pollution. Intersections are one of the
dominant locations where excessive fuel is consumed [15] and certain traffic regulations,
i.e., traffic signals, contribute more to air pollution compared to others (e.g., stop signs),
due to the excessive vehicle emissions that are observed at those regulated locations [16].
Therefore, for environmentally friendly and sustainable solutions related to daily com-
muting and traffic, such information is critical. Nevertheless, the type of localised traffic
regulations, represented as map features, is surprisingly still largely absent from National
Agencies maps and from open maps, such as OpenStreetMap (OSM) [17]. This study is
motivated by this fact and the main research question addressed is how to automatically
and cost-effectively identify traffic regulations using crowdsourced data. According to [18],
roads change up to 15% annually, and mapping them using surveying equipment has seri-
ous cost and time constraints. Therefore, the answer to the above question will be explored
in the context of crowdsourcing. In the next paragraph we review existing methodologies
for traffic regulation recognition from GPS data.

1.1. Existing Work

Studies related to the recognition of traffic regulation (TRR), mainly use either GPS
tracks or images [19]. Traffic-sign recognition from in-vehicle cameras is a popular topic
in the computer vision community, providing accurate detection of traffic signs [20,21].
However, although modern cars do have cameras, manufacturers do not share their data.
However, even if such data were available, adopting it in the crowdsourcing scenario
defined earlier has the disadvantage of generating a large amount of data (images) and,
therefore, consuming resources, such as bandwidth and storage space. Additionally,
the cameras have to be placed in vehicles, adding further constraints for broad user partici-
pation. According to [22], the key issue of the launching stage of a crowd-sourcing project
is to convince people to start volunteering, and to persuade them, it is important to clearly
demonstrate how easy it is to participate. In a hypothetical scenario of crowd-sourcing
images for traffic regulation detection with cell phone cameras, people would need to place
their cell phones on a car cell phone holder each time they drive, make sure the camera
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lenses and car window are clean, check that the phone’s battery is charged or plugged into
a phone charger (battery consumption is very high when taking photos), and address other
possible issues, such as whether there is enough data storage or internet data available
on the phone device, whether there is an internet connection, etc. All of these factors
obviously do not make the crowd-sourcing scenario seem easy or appealing to participate
in. In addition, there are privacy issues when identifying people or number plates in the
images shared, as well as issues of occlusion, clutter, and illumination that one often has to
deal with when processing images for object recognition [23].

Another image-based approach could use images from street-level photos offered by
platforms, such as Google Street and Mapillary. As Hu et al. [24] point out, there are still
many cities and places that are not covered by these services and, therefore, there are no
images available to be crawled for traffic regulation detection. For example, in Google
Street View, although countries such as the US and most European countries are fairly well
covered, other countries are either for legal or privacy reasons partially covered (e.g., in
Germany only some major cities have agreed to allow Google to take street photos) or not at
all (e.g., eastern countries). In contrast, GPS traces (i.e., time-ordered sequences of recorded
locations) are compact representations of the successive locations that a moving object
passes through over time and can be recorded without special equipment and without the
need to install a device on the front window of the car. For example, according to [25],
an iPhone 6 has an overall average positional accuracy in an urban environment of 7-13 m
(depending on the season, time of day, and Wi-Fi usage period) and could, therefore, be
used for this purpose. Therefore, for the purposes of this study, that are listed at the end of
this section, we chose to use GPS traces to achieve our goal.

Focusing on the existing TRR methodologies that use non visual data, we propose a
new classification of the related studies according to the features used to classify traffic
regulations. This taxonomy distinguishes three categories, namely static-, dynamic-, and
hybrid-approaches. We call static features those that do not change over time, or if they do,
they do so not very often. Such information can be extracted from maps. In contrast, we call
dynamic features those that are extracted from dynamic entities that change over time, such
as trajectories from moving objects (e.g., vehicles). From the trajectory of a vehicle, the speed
of the vehicle, the duration of its stops, etc., can be extracted. Hybrid-based approaches
include methods that use a mixture of static and dynamic features. The taxonomy is
depicted graphically in Figure 1.

Taxonomy of
Traffic Regulation Recognition

Methods
Static Hybrid Dynamic
approaches approaches approaches

~~  Dynamic

Static -
. Classification
Classification
Features
Features

Figure 1. Taxonomy of methods for traffic regulation detection from crowdsourced GPS data.

Here, we review only some distinct studies of the field. A detailed description of the
methods of the reviewed articles (those published before 2019), their limitations and a
comprehensive critical overview of the research field can be found in a related systematic
literature review [19], the first, and so far only, attempt to illustrate the progress and
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challenges of the research field. A common methodological element of all these studies
is the extraction of classification features from the available data and then using them to
classify the intersection arms. The term intersection arm refers to the road that connects one
intersection with another one, as illustrated in Figure 2. A three-arm (three-way) intersection
has three arms and a four-way intersection has four arms, as shown in Figure 2a,b.
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Figure 2. These figures depict the intersection arms of a three-way (a) and a four-way (b) intersections.

In the static category there is only one study that uses static classification features,
extracted from open street maps, such as OSM. Saremi and Abdelzaher [26] extract OSM
features related to speed as well as distance. In particular, they extract the speed rating of
road segments, the distance of the nearest connected intersections, the end-to-end distance
of the road to which an intersection belongs, the semi-distances of an intersection from both
ends of the road to which it belongs, and the category of the road segment that characterizes
its importance in the road network (e.g., primary, secondary, highway, etc.). An important
observation in this methodology is that the classification features for an intersection arm
contain information also from neighboring arms of the same junction, which from now
one we will call context arms. A Random Forest classifier with 500 trees is trained to
categorize three types of regulators: traffic lights, stop signs, and uncontrolled intersections.
The classification accuracy, with a confidence level of 80% in the prediction, is reported as
95% (worst case in the different cities tested). No tests were conducted on the effect that
the number of trajectories from which classification features are extracted may have on
classification performance.

The dynamic TRR category includes approaches that use various features mainly
related to stopping and/or deceleration episodes, as well as to speed sequences (speed-
profiles) of the vehicles while approaching the intersection. These features are usually
extracted from a large set of trajectories. Stopping/deceleration episodes are detected on
each trajectory crossing an intersection arm and then statistical measures are calculated from
these attributes for all trajectories crossing an intersection arm, such as the average number
of stopping episodes, the minimum number of deceleration episodes observed on tracks
crossing an intersection, etc. A distinctive work of this category is that of Hu et al. [24] which
defines two categories of classification features, physical and statistical. The physical features
include the duration of the last stop episode before crossing the junction, the minimum
crossing speed, the number of vehicle deceleration episodes, the number of stop episodes,
and the distance of the last stop episode from the intersection. Statistical features are
defined as the minimum, maximum, average, and variance of the physical features. Only
straight trajectories for feature extractions are used to eliminate the possible bias that
may turning trajectories have. By excluding turning trajectories, certain arms in T-shape
intersections where trajectories always have to turn, will be always excluded entirely from
classification. For this reason, the following domain knowledge rule is applied, labeling
those arms from T-intersections: (denote A, B, and C for left, right, and bottom ends of
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the intersection): If A/B are uncontrolled (right-of-way rule is applied), then C is stop
controlled, otherwise C has the same type as A and B. In other words, if A/B have traffic
lights, so does C, otherwise C has a stop sign. The Random Forest classifier, as well as
Spectral Clustering, were tested for a three-category classification problem (traffic lights,
stop signs, and uncontrolled intersections), achieving accuracy above 90% for various
feature settings and classification experiments.

Saremi and Abdelzaher [26] propose a classification method (they call it the crowd-based
method) that uses the mean, minimum, maximum, and standard deviation of the values
of three attributes extracted from the trajectories crossing an intersection: the crossing
speed, the number of stopping episodes, and the duration of the latter. Crossing speed is
considered to be the lowest instantaneous speed of the vehicle when crossing an intersection
on its approach along the given intersection arm. The number of stop episodes is considered
to be the number of time intervals during which the vehicle has stopped and is idling
when crossing the last section of the road along a given intersection arm. The stopping
duration is taken as the length of the last time interval, during which the vehicle stopped
and idled. It is not clear whether the number of intersections used to test the map-based
model (see static category) is the same for this model, as no detailed classification report
is provided in the article. Additionally, no quantitative description of the datasets used
(e.g., the number of regulators per regulator category) is given. However, similar to their
proposed map-based model, a Random Forest classifier is trained to categorize three types
of regulators: traffic lights, stop signs, and uncontrolled intersections. The classification
accuracy, with a confidence level of 80% in prediction, is reported as 91%. Because a
detailed classification report describing the results per regulator class is not provided, nor is
a quantitative description of the datasets given (e.g., the number of regulators per regulator
class), we cannot compare our results with this study, although we acknowledge this work
as methodologically closest to our work.

Golze et al. [27] proposed a Random Forest classifier with oversampling and a Bagging
Booster to predict intersection regulators with 90.4% accuracy. Along with other physical
features, such as the number of standstill events, the duration of standstill events, the mean
distance from junction of all standstill events, the duration of the last standstill event,
the distance from junction of the last standstill event, the mean speed and maximum speed
while approaching the junction, they also calculate the percentage of trajectories with at
least one standstill event. By also conducting a feature importance analysis, they show that
the last feature is of great importance compared to other classification features. In addition,
they tested the case of using only straight trajectories, as well as both straight and turning
trajectories, finding that by eliminating turning trajectories, the classification performance
was better.

Two distinct dynamic approaches that use speed-based features instead of episode-based
features, such as stop and deceleration episodes, are those of [28,29]. Méneroux et al. [28] detect
traffic signals (binary classification problem) using speed profiles. By testing three different
ways for feature extraction—functional analysis of speed recordings, raw speed measurements,
and image recognition techniques—they find that the functional description of speed profiles
using wavelet transforms outperforms the other approaches. Random Forest classification
achieved the best accuracy (95%) compared to the other tested classification techniques. However,
the authors point out that the lack of data is a severe limitation of the experiments, as their dataset
contained only 44 instances of traffic lights. Moreover, Cheng et al. [29] propose a sequence-to-
sequence framework for dealing with a three-class classification problem (traffic lights, priority
signs, and uncontrolled junctions) by feeding speed-profiles to a deep-learning classifier, showing
that a Conditional Variational Autoencoder (CVAE) can predict regulators with 90% accuracy,
outperforming the baseline model (a Random Forest classifier with 88% accuracy) that uses
summarized statistics of movement as features.

In the hybrid-based category, there are two studies that use a mixture of static and
dynamic features. Saremi and Abdelzaher [26] is the first to initiate such a model, where, in
addition to the map-based information extracted from OSM, they use the availability of dy-
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namic crowd-sourced information (GPS traces) to incorporate features in the classification
model which are extracted from the trajectory, such as the traverse speed, the number of
stops and the stopping duration of the last time interval that the vehicle has stopped and is
idling. Furthermore, after the classification, the methodology includes a step where a consis-
tency check is completed among the predicted labels at the intersection level. The following
domain knowledge rule is employed: either all or none of the approaches contributing to
the same intersection have a traffic light. This implies that when the classifier labels some
of the approaches of an intersection, but not all of them, as traffic-light, the predicted label
should be revised. The revision makes either all or none of the intersection approaches
have a traffic light, this being decided upon utilizing computed probabilities based on the
fraction of decision trees voting for the approaches’ alternative labels. A Random Forest
classifier with 500 trees is trained to categorize three types of regulatory types: traffic
lights, stop signs, and uncontrolled intersections. The classification accuracy, with a confi-
dence level of 80% in prediction, is reported as 97%, outperforming both map-based and
crowd-based (dynamic) models (see static and dynamic categories).

Furthermore, Liao et al. [30] described a traffic-light detection (binary classification
problem) and impact assessing framework that can detect the presence of traffic signals
and estimate the influence range of traffic lights (in space and time) using speed time series
extracted from GPS trajectories and intersection-related features, such as intersection type
(connects arterial roads, connects secondary roads, connects arterial and secondary roads),
road type (according to two speed limits) and traffic flow information. A distributed long
short-term memory (DLSTM) neural network is used in the proposed framework, which
treats discrete and sequential features separately and achieves an AUC value under the
ROC curve of 0.95.

A first observation about the existing methodologies is that, only in the work of Saremi
and Abdelzaher [26] and for the map-based (static) model, the classification features for an
intersection arm contain information from context arms. To the best of our knowledge, no
other methodology proposed to date, e.g., dynamic models, has considered using features
that include information from neighboring arms. We consider this to be an interesting aspect
of the problem to investigate, as information from neighboring arms may be informative.
Additionally, all methods use very similar classification features (stop and deceleration
episodes, speed values, map extracted features). It would be interesting to apply a feature
importance analysis and examine which features are indeed important for the classification
task and whether a feature selection would improve the classification importance. Moreover,
the effect of turning trajectories on classification performance has been examined only in
one study [27], while the work of [24] reports that it eliminates turning trajectories from
the feature computation. All other papers make no mention of this aspect of the problem.
Furthermore, motivated by the single fundamental rule that [26] used to correct possible
misclassifications in traffic-light-controlled intersections and the labeling rule that [24] uses
to label arms of T-shaped intersections, we believe that checks of predicted labels at a
step after classification could trigger a mechanism for correcting predicted labels based
on fundamental knowledge rules that preserve label consistency at the intersection level.
In this way, possible misclassifications of intersection arms could be corrected.

Additionally, more conclusions could be drawn if classification performances were
assessed across all studies with the same metrics and if detailed classification reports were
provided, including the number of training and test samples per regulatory class. It would
be even better if all TRR methodologies were tested on the same datasets, as trajectory
datasets can vary significantly in terms of sampling rate, trajectory density, number of
intersections, and traffic regulatory classes. Reference datasets (benchmarks) would facili-
tate direct comparisons between different TRR methods. Moreover, it seems that hybrid
methods, such as that of [26], that combine static and dynamic features perform better than
those using only static or dynamic features, and given that this idea is only addressed in
two articles [26,30], it may be an interesting methodological direction to explore further.
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1.2. Research Gap and Article Contributions

The idea of using GPS data to identify intersection traffic regulation is based on two
assumptions: (1) traffic controls affect driver behavior in an indicative and uniform manner
for all drivers crossing the same intersection (or for all crossings of a single driver that
crosses an intersection several times), and (2) similar movement patterns are observed
at different intersections that are regulated by the same traffic control. In other words,
the assumptions are that a specific movement pattern can be identified at a regulated
location from the crossing trajectories of that certain location and similar movement patterns
can be observed at different locations (intersections) that are regulated by the same traffic
control. Of course there may be drivers who may violate a traffic signal or stop sign
under certain circumstances, and, consequently, their movement behavior differs from the
mainstream pattern, but TRR methodologies assume that the vast majority of drivers do not
systematically violate traffic rules, and if there are such cases expressed in the dataset, they
can be considered outliers. Therefore, the expectation is that the vast majority of drivers
respect road traffic rules, and the two assumptions mentioned earlier can be valid only
under this prerequisite.

Considering the limitations of existing methodologies, as described in the previous
section, new research directions open up, that this article addresses. More specifically,
the research contributions of this study can be summarized as follows:

1. It proposes and tests a new traffic regulator recognition methodology and evaluates it
in different dataset settings, i.e., different cities, regulators, trajectory densities and
dataset sizes (Section 2.2.2).

2. Since the literature review identified that hybrid methods seem to perform better,
a proposed hybrid TRR method tests this hypothesis (Hybrid Model: TRR from
Crowdsourced Data (Dynamic and Static Features)).

3. It examines the effect of GPS sampling rate in the classification performance (The Effect of
Sampling Rate). This aspect of the problem was motivated from the different sampling
rates of the datasets used for testing the methodology, as well as from the observation that
the quality of the GPS trajectories may affect the classification performance.

4. The proposed methodology is tested under different feature settings, i.e., including
information from context arms and using exclusively information from one arm
(Section 2.2.3). An analysis of the importance of the features is also carried out to
determine the key features for the classification task.

5. The proposed methodology explores the effect (if any) of turning trajectories in the
classification performance (The Effect of Turning /No-Turning Trajectories).

6.  The proposed methodology examines whether there is a certain number of trajectories
per intersection arm that leads to optimal classification performance (The Effect of
Number of Trajectories).

7. The proposed methodology proposes an additional consistency check of the pre-
dicted labels at an intersection level, correcting misclassified regulators when possible
(Section 2.3).

8. It makes available a new trajectory dataset along with the groundtruth intersec-
tion regulators that the trajectories cross, which can be used as benchmark from
TRR methodologies.

2. Materials and Methods
2.1. Datasets

In this section, we describe the data requirements for addressing the problem of traffic
regulation recognition (TRR) from crowdsourced data (GPS trajectories and OSM), as well
as the limitations under those requirements.

2.1.1. Dataset Requirements and Limitations

As the proposed method is based on supervised classification, both GPS traces (for
feature computation) and regulators (as labels) of intersection arms are needed. The process
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of labelling is time-consuming and poses general limitations for exploring the problem of
detecting regulations, as such a groundtruth map is always needed for training and/or val-
idation purposes (more discussion on this limitation can be found at [19]). Although there
are many open trajectory datasets that can be freely downloaded to use in the context of
the research question we address here, the additional labelled data that are also required
(the regulations of junctions) are not available.

Furthermore, another limitation regarding the trajectory dataset one can use is the
sampling rate of GPS traces. Most open trajectory datasets have a low sampling rate (e.g.,
1 sample every 15 s or per minute) and cannot be used to extract features, such as stopping
or deceleration events, because between two GPS samples taken e.g., every 15 s, one or
more stopping/deceleration events could occur and would not be detected. Therefore,
having to deal with these challenges of the datasets, we were able to access three suitable
datasets in total: one recorded by the first author of this article and now available as open
dataset [31,32], one shared by the first author of the journal article [24], and one open
trajectory dataset [33] for which the groundtruth map had to be manually conducted by
the first author of this article and is now available as an open dataset too [34]. The three
datasets are described in the next section.

2.1.2. Datasets for Testing the Proposed Method

In Table 1, we give a description of the datasets we used to test the proposed method
and to carry out experiments on the number of trajectories per intersection required for op-
timal classification accuracy (The Effect of Turning/No-Turning Trajectories). The datasets
contain various combinations of rules, with the Champaign [24] and Chicago [33] datasets
containing the same rule classes (uncontrolled (UN), stop sign (SS) and traffic signals (TS))
and the Hanover dataset containing a subset of rules from the Champaign and Chicago
datasets, plus another regulator (UN, priority sign (PS) and TS). We consider one rule per
intersection arm, which means that a three-way or a T-intersection has three rules and a
four-way junction four rules. Hence, depending on the types of intersections (e.g., three-
way, four-way, etc.), the total number of rules per dataset varies accordingly. The richest
dataset in terms of rules is the Hanover dataset and the richest in terms of GPS traces
(trajectories) is the Champaign dataset. Only the Chicago trajectory dataset is publicly
available [33]. The rest are self-collected. All data are naturalistic (naturalistic data can be
defined as data that make up records of human activities that are neither elicited by nor
affected by the actions of researchers [35].) in the sense that drivers were not given external
instructions on how to drive. Figure 3 illustrates the three datasets.

Table 1. Dataset used for testing the proposed methods.

City © Junc. Rules Traj. Rules *
Champaign (Illinois, US) 713 2501 2202 TS, SS, UN
Chicago (Illinois, US) 156 568 889 TS, SS, UN
Hanover (DE) 1063 3538 1204 TS, PS, UN

¢ Country names: DE (Germany), US (United States); * TS: Traffic Signals, SS: Stop Sign, UN: Uncontrolled, PS:
Priority Sign.

Furthermore, all but the Chicago groundtruth map of regulators were created manually
by field observation (visiting all intersections and recording regulations). To obtain the
regulations for the Chicago dataset, we used the Mapillary street imagery data [36], verified
by other sources, and manually extracted the intersection rules. The Chicago groundtruth
map is available here [34]. The Hanover dataset (trajectories and groundtruth traffic
regulations) is available here [31,32]. Moreover, the Champaign dataset has an average
sampling rate of 1 Hz, Hanover of 0.59 Hz (1 sample every 1.7 s), and Chicago has, on
average, 0.28 Hz. Finally, although the Hanover dataset contain yield-controlled arms (YS),
most of them are sparsely sampled (few tracks cross them). For this reason, we excluded
YS from our analysis.
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Figure 3. The three datasets that have been used in this study.

2.2. Methodology

An important element of movement patterns are stop and deceleration events, which
are detected based on a clustering approach. In this section, we describe a modification
of a known clustering algorithm for detecting short-term significant events (Section 2.2.1),
as well as a new TRR methodology (Section 2.2.2) whose efficacy is examined under
various settings (The Effect of Turning/No-Turning Trajectories and The Effect of Number
of Trajectories).
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2.2.1. Clustering-Based Stop and Deceleration Event Detection in Trajectories
(The CB-SDot Algorithm)

The CB-SDoT algorithm (see Algorithm Al in Appendix A) is a modification of the
CB-SMoT algorithm [37] for detecting stop/deceleration events. CB-SMoT was originally
proposed for discovering interesting places in trajectories. A place has the potential to be
interesting [38] or significant [39], if someone spends a certain amount of time (i.e., over a time
limit) in it. This means that by analyzing the trajectory of a moving object (e.g., a pedestrian,
vehicle, animal, etc.), we can detect locations that are interesting to the observed object,
given that it stayed there for a relatively long time. The problem of partitioning trajectories
into sequences of stops and moves is a well-studied topic [40] and there are many different
algorithms that provide solutions (e.g., [41-43]).

Here, we adopted the CB-SMoT solution [37], which is a clustering technique that
works similarly to the well-known density-based clustering algorithm DB-SCAN [44],
but in addition to the distance between points, it takes into account the temporal distances
between them to determine the clustering criteria. CB-SDoT identifies clusters of points
(Figure 4) that within a certain distance Eps remain at least minTime and (unlike CB-SMoT)
no more than maxTime. The extra maxTime restriction is required so that longer stops, not
related to traffic events, such as shop visits, are not considered as interesting events. The val-
ues for these parameters were defined experimentally (stops: Eps = 10 m, minTime = 4 s,
maxTime = 600 s, decelerations: Eps = 10 m, minTime = 2.4 s, maxTime =3.9s). Each
detected cluster is a time-ordered sequence of points that represents a stopping or a deceler-
ation event. For each cluster, we define a point as the representative of the cluster. We define
such a point as the last point in the time series of the points of the detected cluster that has
the lowest speed. The notions of core point, linear neighborhood, and neighboring points refer
to the same ones originally defined in [37,44] and for the sake of space, we omit to give
their definitions here.

Figure 4. Stop events (red points) detected from the CB-SDoT algorithm in vehicle trajectories
(blue lines).

2.2.2. Learning Traffic Regulators from Crowdsourced Data

c-Dynamic Model: TRR via Summarization of Collective Movement Behavior

The proposed regulation recognition method is based on the hypothesis that each
regulator class enforces vehicles to move on certain moving patterns, and by detecting
those patterns we can then recover the regulators. We describe the observed movement
patterns by using, as core elements (pattern blocks), the stop and deceleration events,
as well as their non-observation, that is, no stop and no deceleration event (four pattern
blocks). For example, a movement pattern can be a free crossing of a junction where
no stop or deceleration event is observed. Another pattern can be stopping only one
time before crossing the junction. Numerous patterns can be defined by combining these
patterns blocks. Then, each regulated junction arm can be described from the movement
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patterns observed at its location, by simply summarizing the patterns (each described by
stop/deceleration events) of all the trajectories that cross that junction arm.

For example, suppose N trajectories cross a junction arm i_arm. From the N trajectories,
M trajectories cross the i_arm having a constant speed (p;i: free flow, i.e., no stop, no
deceleration events) and N — M trajectories stop one time at the junction and wait for a
few seconds (py: one stop before crossing the junction). We can then describe the i_arm
using the ratios of the trajectories following the two motion patterns, p; and p;. Defining
p1 as the motion pattern of free flow and p; as the motion pattern with stops, then i_arm
can be quantitatively described as a location where a mixed motion behavior is collectively
observed and which can be summarized as follows:

2
[plf pZ}i_urm = [%/ w]/uﬁth 1;1 Pn = 1

Applying this idea in the context of our problem, we define four different move-

ment patterns, depicted in Figure 5, instead of the two we used in the previous example

(et P = 1)

*  pg: Free-flowing (unobstructed) movement while crossing the intersection. Conse-
quently, no deceleration or stopping events are observed.

*  py: The vehicle slows down without stopping.

*  p3: The vehicle stops only once before crossing the intersection. However, it may slow
down more than once.

*  p4: The vehicle stops more than once before crossing the intersection.

Movement-Summarization Features

N

% Trajectories % Trajectories % Trajectories % Trajectories
with Pattern-1 with Pattern-2 with Pattern-3 with Pattern-4

Pattern-1: Free flow (no deceleration, no stop events)
Pattern-2: Deceleration with no stop events
Pattern-3: Only one stop event

Pattern-4: More than one stop event

Figure 5. The four movement patterns that describe a vehicle’s crossing of a junction arm.

Schematically, this idea is illustrated in Figure 6. Such a mixture of motion patterns has
been used in [45], but in a different context. There, the goal was to dynamically determine
the range of an intersection for obtaining the traffic flow speed and intersection delay
under different traffic patterns. Here, we define movement patterns for summarizing the
collective behavior of vehicles at an intersection. The selection of the four patterns was
motivated after generating plots of vehicle speed profiles at various intersections and made
the following observations: at a traffic light a mixture of patterns was observed where
proportionally patterns 1 and 4 were distinct compared to the corresponding values at a
priority controlled intersection or at a priority sign.
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Figure 6. The four movement patterns that describe a vehicle’s crossing of a junction: (a) unhindered
crossing, (b) deceleration (dotted line) without stopping, (c) stop once (red dot), and (d) stop more
than once (here two stop events are depicted with the two red dots).

Along with these four patterns computed per junction arm, that are used as clas-
sification features, we add in the feature vector additionally six percentiles of average
speed (10th, 20th, 40th, 60th, 80th, and 95th) of the trajectories that cross each junction
arm. These features, again, were motivated from the speed profiles we plotted at different
intersections, and observed different speed distributions between intersections controlled
by different regulators. Therefore, a 10-dimensional feature vector (four pattern values plus
six percentile values) is fed to the classifier for TRR. We refer to this method as c-dynamic
model (c- stands for compact, we explain later the difference of the c-dynamic from the
dynamic model). Figure 7 depicts the workflow of the proposed approach.

Regarding the implementation of this idea, all steps, from feature extraction to in-
tersection classification, are expressed in Algorithm 1. Since the problem is formulated
as a classification problem, we first extract the features that the classifier needs to learn
how to map to the label space. As we explained earlier, each intersection is represented by
10 features. We first compute all stop and deceleration events for each trajectory by using
the CB-SDoT algorithm (Section 2.2.1).

Next, for each intersection arm of the dataset, we find all the trajectories that cross it,
and for each trajectory we find the number of stopping and slowing events (if any) that
occur within the half of the distance between the current intersection and the previous
intersection visited, as well as the average speed. As Figure 8 depicts, for an intersection
that has four arms, i_arm, m_arm, j_arm, and k_arm, for each arm and for each trajectory
that crosses it, we compute the stop and deceleration events within the half distance that
connects the intersection with the previously visited one (white arrows). By using such a
non-fixed distance, we avoid having features calculated along a road segment that run along
more than one intersection arm. For example, assuming we use a fixed distance of 100 m,
in residential areas there may be intersections that are less than 100 m away from their
neighboring intersections. In such cases, the calculated features would be calculated along
intersection arms crossing more than one intersections. According to the stop/deceleration
events found in the trajectory that crosses an intersection arm, we categorize the movement
behavior of each trajectory into one of four movement patterns. We then calculate the
percentages of the trajectories for each pattern and for each intersection arm in the dataset.
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Figure 7. The steps of the proposed methodology for traffic regulation detection from GPS tracks.

(@) (b)

Figure 8. Each intersection (yellow dots) is composed from intersection arms, that connect it to nearby
intersections (white lines). Classification features are computed per arm, within half the distance
of the road segment that connects the current arm with the one previously visited by the trajectory
(red dotted arrows in (a)). For each trajectory (black lines) in (b) that crosses the intersection arm
j-arm from west to east, stop and deceleration events are computed within the orange indicated area
along j-arm.
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Algorithm 1: Traffic regulation recognition from GPS tracks via summarization
of movement patterns.

Data: GPS tracks, ground truth map (coordinates of junctions, traffic rules of
junction arms)
Result: Label junction arms with the regulator type they are controlled with;
while not all trajectories have been processed do
Find all stop events within the trajectory;
Find all deceleration events in the trajectory;
Add stop events in DB table StopTB;
Add deceleration events in DB table DecTB;
end
for i < 1, numJunctionarms do
Find the trajectory Trjlds[| that cross the i junction arm ;
numTrj <— number of Trjlds[|;
forj < 1,numTrj do
Trj = Trjlds|jl;
Find the stop events of trajectory Trj that are along the 1/2 length of road
segment between junction arm i and the previous visited junction arm ;
Find the deceleration events of trajectory Trj that are along the 1/2 length
of road segment between junction arm i and the previous visited junction
arm ;

Match the crossing behavior (num. of stop/deceleration events) of the
trajectory Trj to one of the four patterns;

Estimate the average crossing speed

end

pl,p2, p3, p4 <~ Compute the % of the four patterns for junction arm 7 ;

s1,s2,53,54,55,56 < Compute the 10th, 20th, 40th, 60th, 80th and 95th average
speed percentiles for junction arm i ;

Add feature vector p1, p2, p3, p4,s1,52,53,54, 55,56 to DB table FeaturesTB ;

end

Classification training and testing with data from FeaturesTB ;

Print classification report ;

Dynamic Model: TRR from GPS Trajectories

The dynamic model can be considered as an extension of the c-dynamic model, us-
ing, in addition to the ten features used by the latter model, some statistical features
(average, variance, minimum, and maximum values) derived from the stopping and de-
celeration events and from the estimated vehicle speed. Compared to existing models,
e.g., [24,26,27,46], this model has a richer feature vector (86 features in total) that includes
more deceleration- and speed-related features. All features are listed in Table 2. The com-
putation of the features and the steps of the TRR are completed in a similar way as for the
c-dynamic model.
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Table 2. Overview of the features derived from the dynamic model.

# Physical Feature * Statistical Features **
Number of stops avg var min max
Duration of last stop avg var min max
-‘3 Duration of all stops avg var min max
o 3 Mean Duration of all stops avg var min max
& Median Duration of all stops avg var min max
% Distance of last stop avg var min max
Mean Distance of all stops avg var min max
Median Distance of all stops avg var min max
Number of decel. events avg var min max
" Duration of last decel. event avg var min max
g Duration of all decel. events avg var min max
5 Ry Mean Duration of all decel. events avg var min max
= Median Duration of all decel. events avg var min max
o Distance of last decel. event avg var min max
A Mean Distance of all decel. events avg var min max
Median Distance of all decel. events avg var min max
Minimum speed avg var min max
Maximum speed avg var min max
Average speed avg var min max
- Percentile avg speed (0.1)
é 18 Percentile avg speed (0.2)
n Percentile avg speed (0.4)
Percentile avg speed (0.6)
Percentile avg speed (0.8)
Percentile avg speed (0.95)
g Traj. % with no stops/decels
£ Traj. % with decels
& 4 Traj. % with one stop
S Traj. % with more than one stop
>
§ 86

* Derived per trajectory, ** Derived from the physical features per intersection arm, i.e., from all trajectories that

cross the intersection approach. avg: average, var: variance, min: minimum, max: maximum.

Static Model: TRR from OSM Extracted Features

The static model uses features extracted from OSM, originally proposed from Saremi

and Abdelzaher [26]. Each intersection approach (arm) is described by five features. Three
of them regard street lengths and are illustrated in Figure 9. More specifically, the features
of the static model are the following;:

1.

The end-to-end distance of the street that the intersection arm belongs to (light blue
arrow in Figure 9). The length of a street is indicative of its importance in the street
network. The same rationale applies also to the other distance-based features (2, 3).
The semi-distance of an intersection arm is the distance from the center of the junction
to the center of the most distant intersection that the intersection arm is connected to
(yellow arrow in Figure 9).

The closest distance of an intersection arm is the distance from the center of the
junction that the arm belongs to, to the center of the nearest junction that the arm is
connected to (green arrow in Figure 9).

The maximum speed of an intersection approach is the maximum allowed speed
along it. Intersections controlled by a traffic signals in general have higher speed limit
(e.g., 50 Kmh) compared to stop-sign controlled intersections (e.g., 30 kmh).
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5. The street category refers to the street type category of the intersection arm (e.g., pri-
mary, secondary, tertiary, residential).

111 1 N\ End-to-end distance h-
| ~
| ‘l I | p—~ Semi-distance
133 | | | Closest distance h-"
| _— || o 7
—e ~ ~ /

/

4
i

/
/
v

- = =
—  Seda——— 1
— 'Ydlﬂur.qp_::-r—ﬁ —

[“1 Soitiiass
: <

\

[

alder Strage

| | —Dombergsiragy 8 |

| e o /

[ —

| [ | -
| LLLLL 3 [/

———— Glfvdesiragy — fi :
| |
oW | / g
® OpenStreetMap w:u:untn:ufu:TES ¥ Make a i'?T:—' ,7: Website :anc ;F'I terms

Figure 9. Illustration of the distance-related features of the static model along the north-south
intersection approach of a four-way intersection (shown in red).

Hybrid Model: TRR from Crowdsourced Data (Dynamic and Static Features)

The hybrid model uses the features from both the dynamic and static model, i.e., the
86 features of the dynamic model and the 5 features of the static, in total 91 features.

2.2.3. One-Arm vs. All-Arm Models

So far, in the four classification models (c-dynamic, dynamic, static, hybrid), each
intersection arm is represented by a set of features extracted exclusively from that arm
(one-arm models). Motivated by the fact that for the classification of an intersection arm,
information from adjacent intersection arms may also be relevant, each model is enriched
with further features leading to the corresponding all-arm model, where each intersection
arm is represented in the feature vector by a combination of features extracted from context
arms. For example, the i_arm of the intersection depicted in Figure 8a according to the
all-arm c-dynamic model has 4 (arms) x 10 (features) = 40 features: 10 features for each
arm of the intersection, starting from i_arm and adding features from context arms in a
clockwise order:

[P1, P2, P3, P4, 51,52,83,54,85,6)i_arms [P1, P2, P3, P4, 51,52,53,54, 55,56 k_arm

[PL P2,P3,P4,51,52,53,54,55, de_arm, [}71/ P2, P3, P4,51,52,53,54, S5, S6]m_arm

The j-arm is similarly represented by the following feature vector, starting from j_arm and
adding features from the other context arms in a clockwise order:

[PL P2, P3,P4,51,52,53,54, S5, de_arm/ [plr P2, P3, P4,51,52,53,54, S5, 86 m_arm

[P1, P2/ P3, P4,51,52,53,54,55,56i_arms [P1, P2/ D3, P4, 51,52, 53,54, 55,56 | k_arm
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For the hybrid model, three all-arm variants are investigated. An arm i_arm of an
intersection X is defined under the three hybrid variant models as following;:

1. Under the hybrid-all static model, all static features from all intersection arms of X are
included in the feature vector, as well as the dynamic features of i_arm.

2. Under the hybrid-all dynamic model, all dynamic features from all arms of X are
considered along with the static features of i_arm.

3. Under the hybrid model, all static and dynamic features from all arms of intersection
X are included in the feature vector.

Of the existing dynamic and hybrid methodologies, to the authors” knowledge, none
has considered such feature settings.

2.2.4. Testing Classification Performance under Various Trajectory Settings
The Effect of Sampling Rate

One observation looking at the three trajectory datasets is that they have different
sampling rates: Champaign—1 Hz, Chicago—0.28 Hz (1 sample every 3.6 s), and Hanover—
0.59 Hz (1 sample every 1 s). The sampling rate can affect both the calculated vehicle speed
and the detection of stop and deceleration events, as described in Section 2.2.1. Obviously,
the higher the sampling rate, the more accurate the speed calculation is and the more
movement episodes are detected. To test this hypothesis, we conducted experiments on the
two datasets with higher sampling rate, Champaign and Hanover, by undersampling the
original datasets and comparing the performance on the undersampled datasets with that
on the original datasets. The Champaign dataset was subsampled at ~2 s, =3 s, and ~4 s.
The Hanover dataset was subsampled at ~4 s.

The Effect of Turning/No-Turning Trajectories

Depending on the shape of the junction they are crossing, vehicles can go straight,
turn left or right. This means that in the dataset we have straight or curved trajectories.
The effect of turning at an intersection generally affects the driving behavior before and
after the turn compared to a crossing by driving in a straight line, because the vehicle has
to slow down before the turn and accelerate again after the turn. For this reason, other
relevant studies have excluded curved trajectories from the dataset [24,27]. By excluding
such trajectories, however, we reduce the data available to train and test the classifier.
Therefore, we investigate the effect of using either all available trajectories (all combinations
of right, left and straight trajectories) or exclusively straight trajectories on classification
performance (Section 3.3).

The Effect of Number of Trajectories

We examine the minimal number of trajectories per junction arm that are needed to
apply the proposed method (Section 2.2.2). In addition, we investigate whether there is
an optimal number of trajectories per intersection arm with which the classifier performs
best. That is, how many trajectories do we need to have in order for the extracted patterns
to be sufficiently descriptive for classification purposes? On the one hand, by setting a
minimum number of trajectories as a condition in order for a junction arm to be selected
for training/testing, we shrink the dataset: the higher this number, the fewer junction arms
satisfy the condition, as most junction arms have only few trajectories. On the other hand,
summarizing the collective movement behavior using only a few trajectories can lead to an
incorrect representation of the actual behavior of the movement. We address this aspect
of the problem by conducting experiments on the minimum number 7 trajectories that a
junction arm must have to be included in the training-test: (a) using all trajectories that
cross the junction arm and (b) using exactly n trajectories to compute the patterns of a
junction arm.
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Thus, in (a), suppose we set the minimum number of trajectories to min = 10, we
exclude from training and testing all junction arms crossed by less than 10 trajectories,
and compute the patterns for the remained arms using all the trajectories that cross each
of them. If an intersection arm has 35 trajectories, we compute the patterns based on all
35 traces. In (b), conversely, having excluded crossing arms with less than 10 traces, we
compute the patterns using exactly 10 trajectories (we selected the most recent ones).

2.3. Domain Knowledge Rules

Table 3 shows the combinations of traffic regulators contained in each dataset. The
Champaign dataset has 350 three-way junctions, 293 of which are controlled with UN/SS
(UN-UN-SS), 33 are all-way UN, 15 are all-way SS, and 9 are all-way TS. Similar combina-
tions are found in the Chicago dataset. In Hannover there are combinations of UN, PS, TS,
SS, and YS. The classification, as explained previously, is implemented at a junction-arm
level, so after classification each junction has a predicted label for each arm sampled from
trajectories. As Table 3 shows, the regulators are not randomly combined with each other,
but there are underlying domain knowledge rules [26] that can be used in a post-classification
step to correct misclassified arms by comparing the predicted arm labels at a junction
level. Hu et al. [24] use another domain knowledge rule regarding T-junctions (denote A,
B, and C for left, right, and bottom ends of the junction); if A and B are UN, then C is SS
controlled, otherwise C has the same type as A and B. Such simple knowledge rules have
been used by [24,26] (see Section 1), but without investigating how much they contribute
to overall accuracy, probably because both used only a single rule.

In defining the rules for domain knowledge, we also include the probability of the
predictions, so that only predictions with high probability can be considered. We go
one step further and compare the predictions of intersection arms belonging to the same
intersection, both for correcting misclassified labels and for predicting labels for arms for
which we have no data to make predictions. In the latter case, we make predictions for arms
with missing data based on the predictions of the intersection arms of the same intersection
for which we have data, e.g., for a three-way intersection, if one arm is predicted to be TS
with high probability (>0.80), we can infer that the other two (unlabeled) arms are also TS.

Another rule states that if in a three-way intersection there are two predictions for two
arms of an intersection, one TS with probability 0.95 and the other SS with probability 0.79,
we can conclude that the SS prediction is wrong, and, therefore, we correct SS to TS and
also label the third unlabeled arm of the intersection as TS, so that the intersection conforms
to the domain knowledge rule that if one arm is TS, then all other arms of the intersection are
TS. We use 0.15 as the correction threshold, i.e., the difference between the two predictions,
e.g., here 0.95 — 0.79 = 0.16, so that the correction of the lowest predicted label is triggered.

Similar consistency checks are performed for the other regulator combinations. Due to
space constraints and the intuitive nature of the domain knowledge rules, we refrain from
listing the other consistency checks.
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Table 3. Combinations of traffic regulators at intersections. In Champaign and Chicago there are UN/SS controlled junctions, all-way UN controlled junctions,
all-way SS, and all-way TS controlled junctions. In Hanover, there are UN/PS, YS/PS, all-way UN, and all-way TS controlled junctions.

Dataset Three-Way Junctions Four-Way Junctions

UNSS UNPS YS PS PSSS UN(ll) SS(ll) TS (al) Total UNSS UNPS YS PS PSSS UN(l) SS(@l) TS (alD) Total
Champaign 293 0 0 0 33 15 9 350 220 0 0 0 9 52 80 361
Chicago 36 0 0 0 4 8 8 56 10 0 0 0 0 17 71 98
Hanover 0 230 386 5 0 0 88 709 0 0 82 9 94 0 153 338
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2.4. Classification Settings

Two tree-based classifiers are used for the classification of the intersection arms: the
Random Forest and the Gradient Boosting classifier. For the implementation we used
the XGBoost library [47], which has recently dominated many Kaggle competitions. All
programming tasks have been implemented in Python 3.

As default model feature settings, we regard the features extracted from straight
trajectories (we exclude the trajectories that turn at junctions). Moreover, junction arms that
are crossed with less that five trajectories, are excluded from training and testing.

3. Results

In this section, we list all the classification results of the experiments discussed in
the previous Section 2.2. We first present the accuracy of the one-arm and all-arm models
(Section 3.1). We then tune the best model and use it for all the other experiments regarding
the effect of different trajectory settings on classification performance (Sections 3.3 and 3.4).

3.1. One-Arm vs. All-Arm Models

Table 4 shows the classification accuracy of all models. We can see that the Gradient
Boosting (GB) classifier performs as good or better than Random Forest (RF) for almost
all experiments. Only in the c-Dynamic model for the Chicago and Hannover dataset, RF
performs slightly better than GB (+0.1 accuracy).

Table 4. Classification accuracy of the TRR models. The best performance per dataset is shown
in bold.

Method Champaign Chicago Hanover
RF GB RF GB RF GB
£ c-Dynamic 0.93 0.93 0.78 0.77 0.86 0.85
s Dynamic 0.94 0.94 0.81 0.81 0.86 0.87
& Static 0.67 0.69 0.72 0.72 0.61 0.62
o Hybrid 0.94 0.95 0.82 0.82 0.87 0.88
c-Dynamic 0.94 0.94 0.78 0.78 0.89 0.90
Dynamic 0.94 0.95 0.83 0.84 0.90 0.91
g Static 0.86 0.86 0.89 0.89 0.86 0.87
= Hybrid-all static * 0.94 0.95 0.88 0.91 091 0.95
< Hybrid-all dynamic ** 0.95 0.95 0.82 0.86 0.91 0.93
Hybrid *** 0.95 0.95 0.88 0.90 0.92 0.95

RF: Random Forest, GB: Gradient Boosting. * Only the dynamic features from one arm are included, along with
the static features from all arms of the junction. ** Only the static features from one arm are included, together
with the dynamic features from all arms of the junction. *** The model use the dynamic features from the adjacent
arms and the static features of all the arms of the junction.

Comparing the one-arm models with each other, the static model has much lower
accuracy than the other models for all datasets. The hybrid model has the best accuracy
(0.95 in Champaign, 0.88 in Hanover, and 0.82 in Chicago) and the dynamic model performs
better than the c-dynamic but worse than the hybrid.

With respect to the all-arm models, we observe that the static model performs much
better than the one-arm model, but only for the Chicago dataset does it manage to out-
perform the c-dynamic. In all other experiments the other models have better accuracy.
The c-dynamic model has lower accuracy than the dynamic model. For all datasets using
the GB classifier, the hybrid-all-static model performs the same or better than the hybrid
and hybrid-all-dynamic models and better than the c-dynamic, dynamic and static models.
The same observation holds for the RF classifier, except for the Hanover dataset, where
the hybrid model has an accuracy of 0.92 compared to the hybrid-all-static model with an
accuracy of 0.91.



ISPRS Int. |. Geo-Inf. 2023, 12, 4 21 of 36

Therefore, the all-arm hybrid-all-static model with the GB classifier performs better
for all datasets (0.95 in Champaign and Hanover and 0.91 in Chicago) and for this reason
we select this model to use it for the experiments in the following sections. In addition,
we performed feature selection and tuning of the classifier. In Figure 10 we provide
plots showing the importance of the features. Interestingly, the most important features
differ from dataset to dataset, even between the Champaign and Chicago datasets that
share the same traffic regulator categories (UN, SS, TS). For example, in Champaign
there are more important features related to deceleration compared to Chicago, while
in Chicago the important features are more related to speed percentiles and map features.
Common significant features for all datasets are the pattern features (p1, p2, p3, and p4).
The classification results and confusion matrices for the three datasets after feature selection
and tuning are presented in Table 5 and Figure 11.
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Figure 10. Feature importance for the the three datasets.

Table 5. Classification results of the tuned hybrid all-static model.

Dataset  Classifier = Label Recall Precision F-Measure Accuracy Support
UN 0.99 0.96 0.97 424
SS 0.83 1.0 0.90 52
Champaign GB TS 0.91 0.95 0.93 157
W.Avg. 0.96 0.96 0.96 633
0.96
UN 0.94 0.97 0.95 49
SS 0.83 0.86 0.84 29
Chicago GB TS 0.95 0.93 0.94 76
W.Avg. 0.92 0.93 0.92 154
0.92
UN 0.96 0.91 0.93 76
PS 0.97 0.96 0.97 315
Hanover GB TS 0.93 0.97 0.95 175
W.Avg. 0.96 0.96 0.96 566
0.96

As we can see in Table 5, feature selection and classifier tuning increased the accuracy
by 1%, from 0.95 to 0.96 for the Champaign and Hanover datasets, and from 0.91 to 0.92 for
the Chicago dataset. In Champaign and Chicago, the stop sign (SS) category is predicted
slightly worse than the other two categories (F-Measure in Champaign: 0.90 (SS), 0.97 (UN),
and 0.93 (TS), and in Chicago: 0.84 (SS), 0.95 (UN), and 0.94 (TS)). In Hanover, the per-class
F-Measures are similar for the three classes. This observation is highlighted in the confusion
matrices in Figure 11, which visually depicts the actual versus predicted classes. In the
same Figure, there are also graphs of the false positive rate (FPR) and true positive rate
(TPR). We can see in Figure 11b,d,f that the highest FPRs in the three datasets are observed
in different classes: UN in Champaign (0.09), TS in Chicago (0.077), and PS in Hanover
(0.048). Additionally, the highest TPRs are observed in the same classes as the highest FPRs:
Champaign: 0.99 (UN), Chicago: 0.93 (TS), and Hanover: 0.97 (PS).

The lower performance in Chicago (accuracy of 0.92) compared to Champaign and
Hanover (0.96 and 0.96) can be explained by the fact that the Chicago dataset is significantly
smaller than the other datasets (154 regulators versus 633 (Champaign) and 566 (Hanover)),
which limits the training possibilities. In addition, as already mentioned in Section 2.1.2,
the sampling rate in Chicago is lower than the other two datasets (average 0.28 Hz vs.
1 Hz and 0.59 Hz), which may affect the computation of the feature calculation (short-term

detected events).
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Figure 11. Confusion matrices and false/true positive rates for the three datasets.

3.2. Testing the Effect of Sampling Rate

Table 6 shows the classification performance of TRR methods at different sampling
rates. On the Champaign dataset, we see that the performance between 1 s and 2 s either
decreases by about 1-2% or stays the same. Between 2 s and 3 s, the accuracy remains the
same in the majority of TRR methods and there are two cases where the performance varies
by £1% (all-arm dynamic models and hybrid all-static models). The drop in accuracy is
largest between 3 s and 4 s, where the difference varies between 1% and 3%. Regarding the
detected stop and deceleration episodes, it seems that they are affected by the sampling
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rate: the higher the sampling rate, the more events are detected. In the Hanover dataset,
between 2 s and 4 s the accuracy either drops by about 1% or remains the same. When we
compare the performance between Champaign and Hanover, between 2 s and 4 s, we see
that in Champaign there is a decrease of between 2% and 3%, while in Hanover there is a
decrease of 0-1%. When we compare the performance between Champaign and Chicago at
4 s, we see a difference in accuracy between 2% and 12%, with the smallest difference seen
in the hybrid all-static model.

Table 6. Classification accuracy of TRR methods under different sampling rates (undersampling).
The original datasets are highlighted in grey.

Champaign Chicago Hanover
~1s ~2s ~3s ~4s ~4s ~2s ~ds

Stop episodes 112,401 64,767 40,491 28,541 11,015 161436 90,315
Decel. episodes 100,853 42,454 21,897 18,471 5589 116,349 55,487

c-Dynamic 0.93 0.91 0.91 0.88 0.77 0.85 0.84

One-arm Dynamic 0.94 0.93 0.93 091 0.81 0.87 0.87
Hybrid 0.95 0.94 0.94 0.92 0.82 0.88 0.88

c-Dynamic 0.94 0.93 0.93 0.90 0.78 0.90 0.89

All-arm Dynamic 0.95 0.94 0.95 0.92 0.84 0.91 0.91

Hyb. (all-static) 0.95 0.95 0.94 0.93 091 0.95 0.94

A general conclusion from these experiments is that sampling rate can affect classifica-
tion performance: in the Champaign dataset, when 1 s and 4 s were compared, no method
remained unaffected by subsampling. However, the decrease in performance is not large
enough to explain why the accuracy in Chicago differs so much from that in Champaign
(4 s) (2-12%). If the sampling rate was the only reason for the lower performance in the
Chicago dataset, then Champaign in 4 s would have similar performance to Chicago, which
is not the case. As mentioned previously, perhaps the lower performance in Chicago is due
to the size of the dataset (number of regulators), which affects the training of the classifier.

3.3. Testing the Effect of Turning Trajectories

In Figure 12, we report the classification performance for the three datasets under
different traversal settings: crossing direction and number of trajectories per intersection
arm. In the first case, we examine whether considering samples moving only straight
ahead positively affects classification, assuming that turning behavior affects speed, so
excluding curved trajectories can eliminate their bias. In the second case, we seek whether
there is an optimal number of trajectories that an intersection arm should have during
training and, thus, exclude from the training dataset intersections with fewer trajectories
than this number.

We looked at all possible turning settings and their combinations. Regarding the labels
on the horizontal axis of Figure 12, s_ refers only to straight trajectories, r_ to trajectories
that turn right, [_ to trajectories that turn left, s_r_ refers to straight/right turn, s_I_ to
straight/left turn, r_I_ to right/left turn, and s_r_I_ to straight/right/left trajectories.
The number after these prefixes refers to the number n of trajectories used to select the
intersection arms (minimum number of trajectories per intersection arm) and to calculate
the motion patterns (i.e., motion patterns observed on an intersection arm are calculated by
summarizing the behavior of at least n trajectories that cross it). Not all turning settings
are tested with the same number of trajectories, because for each turning/crossing setting,
we require the test dataset to contain at least 7 junction arms per class. For example, in the
Champaign dataset (Figure 12a), we tested the straight trajectories for various numbers 3,
4,...,20, because for minimum number of trajectories equal to 21, the number of junction
arms in the test set (10-fold cross-validation) could not contain more than 7 stop controlled
(SS) junction arms.



ISPRS Int. |. Geo-Inf. 2023, 12, 4 25 of 36

2
o

Accuracy Scores

0.4

o O o i o ~ o G O L b= o
500 m;,"f'm OB BTN, LTI S0 TSI o0 mmmm%m by
d"‘ mﬂﬂ "° % m%cdé*gdcodwgc% ddo‘”"oc""maoq,o °°°°°°°ooocoo°°°d°°°

o = -
< hd o9of
2

Accuracy Scores
e
=

0.2

1»34?4»

0.0

R R R R AR T P P R AR mrmn AR RN AR T f?“mﬁm:ﬁ“ﬁﬁﬁ”ﬁ“ﬁ@°
v n bl | L= = | (A IH | VL eertoen L L] ]
BAAAXA NSO O RO VNI AN e iy a2
Min.Num Trajectories per Junction Arm o o
(b) Chicago.

Accuracy Scores

0.4

(c) Hanover.

Figure 12. Experiments with different turning settings (s_: straight trajectories, r_: right turning
trajectories, 1_: left turning, s_r_: straight and right turning, s_1_: straight and left turning, r_1_: right
and left turning, s_r_l: straight, right, and left turning trajectories).

Regarding the effect of turning trajectories on classification performance, we see that
using right, left or right/left traces has lower performance than using straight traces and
combinations of straight and turning traces (Figure 12a,c). When using a combination
of straight and turning traces, we cannot see a strong negative effect, but this can per-
haps be explained by the fact that there are significantly more straight crossings than
left and right in the dataset (in Champaign 20,514 straight, 2619 right, and 2768 left;
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in Hanover 19,092 straight, 3394 right, and 3073 left; in Chicago 12,638 straight, 2820 right,
and 1301 left).

A possible explanation for the poor classification performance when using exclusively
turning trajectories (e.g., in Champaign 0.88 accuracy for right turning trajectories when
junction arms have at least 5 trajectories—see r_5 at Figure 12a), is the smaller dataset used
for training compared to the other settings. Table 7 shows the number of train/test junction
arms per control type in Champaign dataset, when each arm has at least five trajectories.
We see that the training sets when only right, left, or right/left trajectories are much smaller
than the set with straight trajectories. Additionally, the fact that features are computed
from a small number of trajectories (as the number of right and left trajectories per junction
arm is small), may also explain the bad performance. Therefore, one reason for the poor
performance may be related to the dataset itself (which affects the feature computation
and the size of the training dataset) and not solely to the condition we consider here (drive
straight through an intersection or turn). Perhaps the same analysis on a dataset with
numerically more junction arms sampled from a higher density would not show a negative
effect of turning trajectories.

Table 7. Dataset size for different trajectory direction settings with minimum number of trajectories
per junction arm equal to 5 (Champaign dataset).

Trajectory Direction Rule Junction Arms  Classification Accuracy

Straight UN 424
SS 52 0.96

TS 157

Sum 633

Right UN 26
SS 29 0.88

TS 59

Sum 114

Left UN 36
SS 18 0.81

TS 48

Sum 102

Right/Left UN 71
SS 59 0.84

TS 108

Sum 238

All UN 457
SS 100 0.93

TS 192

Sum 749

Another observation is that on the Champaign dataset the performance when only
straight trajectories are used is better than when straight and turning trajectories are used.
For example, with at least 5 straight trajectories the accuracy is 96% and with at least
5 straight/turning trajectories the accuracy is 93% (Figure 12a). On the Hanover dataset
(Figure 12c), on average the performance when using only straight trajectories is better
than when using straight and turning trajectories, but the effect is less strong than in then
Champaign dataset. For both datasets, the difference in accuracy between using straight
and all trajectories (straight and curved) is between 1% and 3%. Therefore, in both datasets,
excluding curved trajectories has a positive effect on classification performance and the
optimal number of straight trajectories is 5.

However, in the Chicago dataset the same observation does not hold, i.e., with at least
15 straight trajectories the accuracy is 88% and with at least 15 straight/turning trajectories
the accuracy is 94% (Figure 12b). Although there are not a sufficient number of crossing
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arms crossed by turning trajectories for training and testing as in the other two datasets,
a possible explanation for the slightly increased performance when all trajectories are used
is that the training dataset becomes larger when straight/turning trajectories are used than
when only straight trajectories are used, so the classifier learns better. For example, when
at least 5 straight trajectories are used, the dataset contains 49 UN, 29 SS, and 76 TS, while
when at least 5 tracks (turning and straight tracks) are used the dataset contains 50 UN,
40 SS, and 115 TS.

Therefore, judging from the two larger datasets that have consistent results, we can
conclude that curved tracks at intersections affect the classification by about 1-3% in
accuracy and, therefore, for the next experiments we will only use straight tracks (minimum
number of tracks per junction arm equal to 5), excluding all curved tracks at intersections,
similar to what Hu et al. [24,27] do in their studies.

3.4. Testing the Effect of Number of Trajectories on Classification Performance

The number of trajectories used as a minimum requirement for the calculation of
classification features, as well as for the selection of junction arms for training and testing,
seems to affect performance. Comparing the case of using a certain number of trajectories,
i.e., a subset of all trajectories crossing a junction arm, with the case of using all available
trajectories per junction arm (as explained in The Effect of Number of Trajectories), the latter
case achieves better performance on average. This result holds for all datasets (compare
Figure 12 with Figure 13) and seems reasonable, as the more trajectories are used to compute
the classification features (which are statistical values of physical features, as explained in
Section 2.2.2), the better the latter reflect the actual movement behavior.

On the Champaign dataset, we see from Figure 13a that with just 3 straight trajectories
per junction arm, we can achieve 92% accuracy. Increasing the number of trajectories also
increases the classification performance. The best result, 96%, is achieved with 20 trajecto-
ries. However, when we compare the results with those in Figure 12a, we see that limiting
the number of trajectories per arm yields lower classification performance, e.g., with at least
4 straight trajectories per junction arm the accuracy is 96%.

In the Hanover dataset, we can also see from Figure 12¢ that when all available traces
are used the performance is better than using a certain number (Figure 13c). For accuracy
above 91%, at least 7 traces per junction arm are required (Figure 13c). The best accuracy
(93%) is achieved with 9 trajectories. In contrast, by allowing the use of all available
trajectories per arm, with at least 3 traces per arm, the accuracy is always equal to or greater
than 91%, and the best accuracy of 96% is achieved with at least 5 trajectories (Figure 12c).

On the Chicago dataset, the same result is also observed with the other two datasets.
Using a certain number of trajectories per arm gives a lower classification accuracy than
when all available trajectories are used (Figure 13b vs. Figure 12b). However, with only
3 straight trajectories per arm the accuracy is always equal to or greater than 85% and with
only 4 straight trajectories equal to or greater than 86% (Figure 13b).

Therefore, for feature computation, excluding the number of trajectories to a certain
number negatively affects the classification performance. However, with only 3 straight
trajectories per junction arm, the classification accuracy is equal to or greater than 85%
across all datasets (85% in Chicago, 89% in Hanover, and 92% in Champaign). Additionally,
with only 5 straight trajectories the accuracy is equal to or greater than 90% (90% in Chicago
and 92% in Champaign and Hanover).
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Figure 13. Experiments with different number of trajectories where classification features are com-
puted using a certain number of trajectories, i.e., 3,4, ..., and not all available crossing trajectories.

3.5. Application of Domain Knowledge Rules

Table 8 shows the classification report after applying the domain knowledge rules
consistency check, as explained in Section 2.3. Figure 14 also shows the confusion matrices
along with the FPR/TPR graphs for the three datasets. The first observation from Table 8
is that accuracy increases by 1% in Champaign and Hanover (from 96% to 97%) and by
3% in Chicago (from 92% to 94%). Additionally, by comparing the number of predictions
(compare Support column in Tables 5 and 8), we can see that in Champaign we have
315 predictions from arms with missing data, which means that not only were predictions
made that are equal to 50% of the original dataset with no data (original dataset: 633 arms),
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but these predictions are correct (accuracy increased to 1%). In Chicago, 47 predictions were
made on arms with missing data, corresponding to 30.5% of the original dataset. Similarly,
in Hanover, 152 regulators were predicted from arms with missing data, corresponding to
27% of the original dataset.

Table 8. Classification results of the tuned hybrid all-static model after applying a consistency check of
domain knowledge rules.

Dataset  Classifier  Label Recall Precision F-Measure Accuracy Support
UN 0.96 0.99 0.97 426
SS 0.97 0.97 0.97 285
Champaign GB TS 0.98 0.91 0.94 237
W.Avg. 0.97 0.97 0.97 948
0.97
UN 0.96 0.94 0.95 49
SS 0.93 0.88 0.90 43
Chicago GB TS 0.95 0.97 0.96 109
W.Avg. 0.94 0.94 0.94 201
0.95
UN 0.94 0.98 0.96 121
PS 0.97 0.98 0.98 315
Hanover GB TS 0.99 0.97 0.98 282
W.Avg. 0.98 0.97 0.98 718
0.97

1.0 A

u
A
&
: ‘® ¢ o8]
g o
=] A
T 60 & 06 -
Sw g
— [
=
= o G 04
: 2
E E 0.2 -
-20
ﬂ [ LK)
L1
— 0.0 4
, . . L
T T T
N s = UM 55 TS
Predicted Rule Category Rule classes
(a) Champaign (b) Champaign
w 1.0
b=
&
z -0 i
g 08
g g
z a0 & 0.6
4 U
" =
3 o & 047
B s
2 B
g : 0.2 -
-20
ﬂ I [IE]
Lﬂ: 0.0 1
. y ! -0 - T T T
N 5 = UM 55 TS
Predicted Rule Category Rule classes
(c) Chicago (d) Chicago

Figure 14. Cont.



ISPRS Int. |. Geo-Inf. 2023, 12, 4

30 of 36

w 1.0 4
A
&
5 - 80
g 0.8
2 -0 &£ 0.6 -
[}
20 2
& w 5o04]
3 =z
= @ |
n £ 0.2
'ﬂ [ u
T 00
[1x] . T
- D - T T T
UM Ps TS
Predicted Rule Category Rule classes
(e) Hanover (f) Hanover

Figure 14. Confusion matrices and false/true positive rates for the three datasets after applying
consistency check using domain knowledge rules.

In terms of FPRs, in Champaign the FPRs for UN, SS, and TS are: 3.6%, 1.2%, 0.7%,
respectively, and in Chicago 1.3%, 1.9%, and 6.5%. In Hanover the FPRs for UN, SS, and
TS are 1.3%, 2%, and 0.5%. Compared to the FPRs of Figure 11, in Champaign the FPR
for UN decreased from 9% to 3.6% (60% decrease), in Chicago the FPR for TS decreased
from 7.7% to 6.5% (15.6%), and for SS decreased from 3.2% to 1.8% (44% decrease), and in
Hanover the FPR for PS decreased from 4.8% to 2% (58.3% decrease). Moreover, the average
FPR (TPR) across regulator classes decreases (increases) in Champaign from 3.5% (90.5%)
to 1.8% (96%), in Chicago from 4.3% (90.5%) to 3.2% (93.2%), and in Hanover from 2.6%
(95.3%) to 1.3% (97.5%).

Therefore, by applying domain knowledge rules, there is a gain in accuracy between 1%
and 3%, but more importantly, accurate predictions can be made for arms with incomplete
data corresponding to 27-50% of the original data. Furthermore, the FPR of the class with
the highest FPR decreases between 15.6% and 60% (15.6% in Chicago, 60% in Champaign,
and 58.3% in Hanover), validating our proposal to use domain knowledge rules for both
recovering misclassified arms and predicting regulators for arms without data.

4. Discussion

The main findings of this research paper are the following:

1.  The traffic rule recognition method proposed in this paper, which combines data
from trajectories and OSM, can provide accurate results for rule sets consisting of
controlled intersections of UN, SS, PS, and UN: 97% accuracy in Champaign and
Hanover, and 95% in the smaller Chicago dataset.

2. Including information in the feature vector from context intersection arms proved
beneficial for classification: all-arm models outperformed single-arm models.

3. The sampling rate can affect the performance of the classification. A low value affects
both the calculated speed values from GPS traces and the detected stopping and
deceleration episodes. The accuracy of the hybrid-all-static model decreased between
1% and 2% when the sampling interval was doubled from 2 s to 4 s.

4.  The negative effect on accuracy, as validated by the two larger datasets, when both
straight and curved trajectories are used, was found to be between 1% and 3%.
Therefore, the exclusion of curved trajectories has a positive effect on classification
performance.

5. The optimal number of straight tracks is five.

6.  Excluding the number of tracks to a certain number negatively affects the classification
performance. However, with only three straight trajectories per junction arm, classifi-
cation accuracy is equal to or greater than 85% across all datasets (85% in Chicago,
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89% in Hanover, and 92% in Champaign). With only five straight trajectories, accuracy
is equal to or greater than 90% (90% in Chicago and 92% in Champaign and Hanover).

7. By applying domain knowledge rules, there is a gain in accuracy between 1% and
3%, but more importantly, accurate predictions can be made for arms with no data,
corresponding to 27-50% of the original data. Moreover, the FPR of the class with
the highest FPR decreases between 15.6% and 60%, so our proposal to use domain
knowledge rules for both recovering misclassified arms and for predicting regulators
from arms without data, is validated.

We find it more interesting to extend this study to how classification can predict
rules with high accuracy on limited labeled data. As discussed in Section 2.1, labeling
intersections is a time-consuming task, and although there are many trajectory datasets
that one can use for TRR, the need for labeled data for training and testing makes the
latter unsuitable for this purpose. One idea is to explore unsupervised methods where no
labelled data are required. A second idea is to explore semi-supervised methods, such as
label propagation and self-learning, where only limited labeled data are used to train a
classifier. A third idea is to explore the possibility of transferring learning from one city
to another, i.e., training a classifier with labeled data from a city X and testing in a city Y,
assuming no labeled data from the latter city.

In addition, an important aspect of the problem that needs to be considered is whether
the proposed approach would perform equally well in smaller cities, where driving behav-
ior is influenced by factors other than traffic regulations, e.g., pedestrians who, knowing
that vehicles are moving at low speed, cross intersections more freely.

Moreover, it would be interesting to test the performance of the proposed hybrid
model with missing OSM data. In the three datasets we tested, very often speed-related
data were missing from OSM, but the performance remained high. It would be interesting
to investigate under which conditions of missing data performance would be affected to
the extent that, for example, the dynamic model would be preferable to the hybrid model.

Another interesting topic to investigate is whether the number of required trajectories
differs between locations controlled by the same regulation. For example, what is the
variation in the required number of trajectories for intersections regulated by a stop signal?
Such an analysis can be performed by finding the minimum required number of trajectories
that predict the regulation with high probability at the intersection arm level (separately for
each arm) and then finding the variation in the number of trajectories within intersection
arms of the same regulation. In this paper, we found the minimum number of trajectories
(five) by applying the same analysis to all arms, without finding the optimal number
of trajectories per intersection arm. With this recommended analysis, we could identify
intersection features that make certain locations (and perhaps classes of regulations) easier
to classify, regarding their traffic control.

Finally, the way in which the variability of trajectory densities affects the classification
would be another parameter of the TRR problem that deserves further investigation. Since
not all intersections attract the same traffic, the datasets are irregular, e.g., one section
of a city is sampled from dozens of trajectories and others from only a few tracks. This
aspect is not taken currently into account when splitting the datasets into training and
test sets. Perhaps splitting the dataset taking this aspect into account would provide even
better results.

In conclusion, this study has shown the importance of using low-cost crowd-sourced
information for the task of identifying traffic regulators, the cost of which in terms of time
and money is much higher if instead standard technology is used for surveying. Trajectories
can reveal the movement patterns of drivers, and our hypothesis that traffic rules can be
retrieved in a reverse-engineering fashion by mining the movement patterns imposed
by traffic rules has been verified. The predictive ability of the classifier becomes more
accurate when static information from the road network (OSM) is merged with dynamic
features extracted from the trajectories. This finding motivates the idea of crowdsourcing
more traffic rules that can be added to maps and exploited by location-aware applications,
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which generally try to optimize transportation or offer an optimal way to reach a location B
starting from a location A based on personalized criteria, e.g., avoiding tolls, highways,
etc. For example, [48] go one step further than existing personalized navigation and route
finding services and propose the idea of providing routing suggestions to drivers avoiding
complicated crossings in urban areas. A complicated crossing can be an intersection where
the road network is intersected by bike lanes and tram tracks. Similarly, a complex crossing
may be a left turn at an intersection that is not controlled by a traffic light. Conversely,
an easy intersection may be a controlled intersection with stop sign everywhere. Such
recommendations may be useful to inexperienced drivers or drivers who for whatever
reason are not comfortable driving in an urban environment. Traffic controls could also be
explored in the context of intersection complexity and incorporated into the intersection
complexity assessment for personalized route recommendations. Therefore, the results
of this study can be encouraging for further research aimed at benefiting the citizens of
smart cities.

5. Conclusions

In this paper, a new method for identifying traffic regulations from GPS trajectories
is proposed. A modification of a well-known clustering algorithm for detecting stopping
and deceleration events was presented. By detecting such driving events, we categorize
intersections into four traffic classes, which, together with other statistical values of the
detected events and the average vehicle traverse speed at these locations, describe the
driving behavior at the regulated locations (dynamic classification model). Mixing into the
dynamic model static features extracted from the OSM (static model), leads to a hybrid
model that was shown to have better classification performance than the other two models.
For each of the three models, two variants of the feature vector were tested, one where only
features associated with a single junction arm are used (one-arm model) and another where
features from neighboring junction arms of the same junction are used to classify one arm
(all-arm model). The hybrid all-arm model provided the best classification accuracy on the
three datasets used to test the methodology, 94% on the smallest dataset and 97% on the
other two datasets. The minimum optimal number of trajectories crossing the intersections
was found to be five (straight trajectories). The exclusion of curved trajectories from
the feature calculation was found to have a positive effect on classification performance.
Finally, by applying a set of domain knowledge rules to the predicted labels, we were able
to both recover misclassified intersection arms and predict labels from arms with no data,
corresponding to 27-50% of the original dataset, while further increasing classification
accuracy by 1-3%. New research directions were proposed based on the limitations of the
study, discussing ideas that can better clarify these issues.
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Abbreviations

The following abbreviations are used in this manuscript:

TRR Traffic Regulation Recognition

OSM OpenStreetMap

GPS Global Positioning System

SC Spatial Crowdsourcing

cC Crowdsourcing

DLSTM  Distributed Long Short Term Memory
ROC Receiver Operating Characteristic

AUC Area Under the ROC Curve
CVAE Conditional Variational Autoencoder

TRR Traffic Regulator Recognition
TS Traffic Signals

SS Stop Sign

PS Priority Sign

YS Yield Sign

RF Random Forest

GB Gradient Boosting

FPR False Positive Rate

TPR True Positive Rate
Appendix A

Algorithm A1: The CB-SDoT algorithm: Clustering-based Stop and Deceleration
Event Detection in Trajectories.
Data:
T: set of GPS trajectories
Eps: interpoint distance
minTime: minimum time
maxTime: maximum time
Result: CB-SDoT identifies clusters of points that within a certain distance Eps
remain at least minTime and no more than maxTime.
Returns: for each cluster with cluster_id, the sequence of points of the cluster
SeqPoints, the point representative RepCluster of the cluster and the duration
Dur of the detected event

initialize clusters to an empty list
initialize all points of T as unprocessed
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Algorithm A1: Cont.

for each trajectory t in T do

for each unprocessed point p in t do

// find the neighbors of p

neighbor_list = linear_neighborhood(p, Eps)

if p is a core point wrt Eps, minTime, maxTime then

for each neighbor n in neighbor_list do
N_neighbor_list = linear_neighborhood(n, Eps)
neighbor_list = neighbor_list U N_neighbor_list

end

add neighbor_list as cluster with cluster_id in clusters

find the RepCluster of the cluster compute the Dur of the cluster

set all points in neighbor_list as processed

end

end

end
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